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The Data Interoperability Challenge

* Data may be
distributed at several different locations.
heterogeneous in representation (relational, JSON, ...).

* How can we uniformly access and manipulate data from
these data sources?

* Two main approaches:
Data integration
Data exchange




Data Integration
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Data Sources

Query heterogeneous data in different
sources via a global schema.




Data Exchange
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Materialization

* Transform data structured under a source schema into data
structured under a different target schema.

* Query heterogeneous data in different sources via the target
schema.




Key challenge behind Data Interoperability

Key challenge behind data integration or data exchange:
specify the relationships between schemas.

The relationships between schemas are typically
specified as data transformations.

Data transformation: (S, T, € )
Source schema S, target schema T.

¢ specifies how an instance that conforms to S is to be
transformed to an instance that conforms to T.

Deriving a correct data transformation can be a difficult
task.

Schemas can be large and complex.




Schemas can be large and complex

graph_path2term graph_path term2term_| d, ins _data source_audit
graph_path_id INTEGER —— id INTEGER — id INTEGER release_name VARCHAR(255) source_id VARCHAR(255)
term_id INTEGER — termi_id INTEGER — relationship_type_id INTEGER release type VARCHAR(255) source_fullpath VARCHAR(255)
rank INTEGER term2_id INTEGER — termi_id INTEGER release_notes TEXT source_path VARCHAR(255)
relationship_type _id INTEGER — term2_id INTEGER UNIQUE(release_name) source_type VARCHAR(255)
distance INTEGER UNIQUE(term1 _id,term2_id) source_md5 CHAR(32)
relation_distance INTEGER source_parsetime INTEGER
term2term source_mtime INTEGER
relation_composition id INTEGER
id INTEGER assoc_rel relationship_type_id INTEGER [— term_audit
relation1_id INTEGER id INTEGER term1_id INTEGER term_id INTEGER
relation2_id INTEGER from_id INTEGER term2_id INTEGER 11 term_loadtime INTEGER
inferred_relation_id INTEGER to_id INTEGER complete INTEGER UNIQUE(term_id)
UNIQUE(relation1_id,relation2_id,inferred_relation_id) relationship_type_id INTEGER UNIQUE(term1_id,term2_id relationship_type_id,complete)
term_property
relation_properties association_property term term_synonym |— term_id INTEGER
relationship_type_id INTEGER id INTEGER { id INTEGER NP term_id INTEGER property_key VARCHAR(64)
is_transitive INTEGER association_id INTEGER name VARCHAR(255) term_synonym VARCHAR(996) property_val VARCHAR(255)
is_symmetric INTEGER relationship_type_id INTEGER term_type VARCHAR(55) acc_synonym VARCHAR(255)
is_anti_symmetric INTEGER term_id INTEGER acc VARCHAR(255) — synonym_type_id INTEGER
is_cyclic INTEGER 1 is_obsolete INTEGER —{  synonym_category_id INTEGER
is_reflexive INTEGER association is_root INTEGER UNIQUE(term_id term_synonym)
is_metadata_tag INTEGER id INTEGER ' is_relation INTEGER
UNIQUE(relationship_type_id) term_id INTEGER UNIQUE(acc) term_defini term_dbxref
gene_product_id INTEGER N, — term_id INTEGER — term_id INTEGER
is_not INTEGER term_definition TEXT dbxref_id INTEGER  E—
association_species_qualifier role_group INTEGER dbxref_id INTEGER — is_for_definition INTEGER
id INTEGER INTEGER id: term MEDIUMTEXT UNIQUE(term_id,dbxref_id,is_for_definition)
association_id INTEGER source_db_id INTEGER @ id INTEGER G SH reference VARCHAR(255)
species species_id INTEGER F code VARCHAR(8) UNIQUE(term_id)
id INTEGER _qualifier L+ association_id INTEGER
ncbi_taxa_id INTEGER | id INTEGER dbxref_id INTEGER G —t term_subset
common_name VARCHAR(255) db association_id INTEGER seq_acc VARCHAR(255) —H term_id INTEGER
lineage_string TEXT id INTEGER term_id INTEGER UNIQL _id,dbxref_id,code) | —H subset id INTEGER dbxref
genus VARCHAR(55) name VARCHAR(55) value VARCHAR(255) I T I id INTEGER ¢ D @—
species VARCHAR(255) fullname VARCHAR(255) id _dbxref gene_product_count xref_dbname VARACHAR(55)
parent_id INTEGER datatype VARCHAR(255) evidence_id INTEGER 3 term_id INTEGER xref_key VARCHAR(255) N
left_value INTEGER generic_url VARCHAR(255) dbxref_id INTEGER code VARCHAR(8) xref_keytype VARCHAR(32)
right_value INTEGER url_syntax VARCHAR(255) gene_product speciesdbname VARCHAR(55) xref_desc VARCHAR(255)
taxonomic_rank VARCHAR(255) url_example VARCHAR(255) id INTEGER D species_id INTEGER UNIQUE(xref_keyxref dbname)
UNIQUE(ncbi_taxa_id) uri_prefix VARCHAR(255) symbol VARCHAR(128) product_count INTEGER
UNIQUE(name) dbxref_id INTEGER gene_product_seq -
H species_id INTEGER gene_product_id INTEGER
homolset gene_product_h I type_id INTEGER B seq_id INTEGER seq_dbxref
id INTEGER gene_product!_id INTEGER mE full_name TEXT is_primary_seq INTEGER seq_id INTEGER
symbol VARCHAR(128) gene_product2_id INTEGER - UNIQL _id) ! dbxref_id INTEGER
dbxref_id INTEGER — relationship_type_id INTEGER I seq UNIQUE(seq_id,dbxref_id)
target_gene_product_id INTEGER } I gene_product_synonym id INTEGER
taxon_id INTEGER gene_product_h I gene_product_id INTEGER — display_id VARCHAR(64) seq_property
type_id INTEGER id INTEGER B product_synonym VARCHAR(255) description VARCHAR(255) id INTEGER
description TEXT gene_product_id INTEGER H— UNIQUE(gene_product_id,product_synonym) seq MEDIUMTEXT seq_id INTEGER
UNIQUE(dbxref_id) homoiset_id INTEGER seq_len INTEGER property_key VARCHAR(64)
gene_product_property md5checksum VARCHAR(32) property_val VARCHAR(255)
gene_product_subset gene_product_ancestor gene_product_id INTEGER — moltype VARCHAR(25) UNIQUE(seq_id,property_key,property_val)
gene_product_id INTEGER gene_product_id INTEGER H— property_key VARCHAR(64) timestamp INTEGER
subset_id INTEGER ancestor_id INTEGER H— property_val VARCHAR(255) UNIQL i id,md5checksum)




Specifying a data transformation

* Data transformations can be specified:

directly as executable code in some programming
language. E.g., SQL, Java, or Pig.

Time-consuming, costly.

through a visual interface, where executable code can
be generated from the visual specification.
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Screenshot from Bernstein and Haas 2008 CACM article.
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Basic architecture behind
“mapping systems”
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Problems?

* (Generated) executable code of different runtime platforms
tends to be complex and difficult to reason about.

* Need for higher-level abstraction of data transformations.

Independent of different runtime platforms.

Specify what is the relationship between the source and
target schema instead of how data is transformed from

the source to the target.




Schema Mapping
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* Schema Mapping M = (S, T, %)
Source schema S, Target schema T

High-level, declarative assertions % that specify the
relationship between S and T.

Typically, 2 is a finite set of formulas in some suitable
logical formalism (much more on this later).

* Schema mappings are the essential building blocks in
formalizing data integration and data exchange.




Schema-Mapping
Specification Languages

* Question:
What is a good language for specifying schema mappings?

* Preliminary Attempt:
Use a logic-based language to specify schema mappings.
In particular, use first-order logic.

* Warning:

Unrestricted use of first-order logic as a schema-mapping
specification language gives rise to undecidability of basic
algorithmic problems about schema mappings.




Schema-Mapping
Specification Languages

Let us consider some simple tasks that every schema-mapping
specification language should support:

Copy (Nicknaming):
Copy each source table to a target table and rename it.
Projection:

Form a target table by projecting on one or more
columns of a source table.

Column Augmentation:

Form a target table by adding one or more columns to a
source table.




Decomposition:

Decompose a source table into two or more target
tables.

Join:
Form a target table by joining two or more source
tables.

Combinations of the above (e.g., join + column
augmentation)




Schema-Mapping
Specification Languages

Copy (Nicknaming): ¥V xy, ...,X(P(Xy,---,X,,) = R(Xy,...,X,,))
Projection: ¥V x,y,z(P(x,y,z) = R(x,y))

Column Augmentation: Vx,y (P(x,y) = 3z R(x,y,z))
Decomposition: VY x,y,z (P(x,y,z) = R(x,y) A T(y,z))
Join: V' x,y,z(E(x,z) A\ F(z,y) = R(x,z,y))

Combinations of the above (e.g., join + column

augmentation + ...)

v x,v,z(E(x,z) A F(z,y) = I w (R(x,y) A T(x,y,z,w)))




Language for specifying
Schema Mappings

All preceding tasks can be specified using:

Source-to-target tuple generating dependencies (s-t tgds):

Vx (Ps(x) — dy Pr(x,y))

ds(X) is a conjunction of atoms over the source
schema.

W.(x,y) is a conjunction of atoms over the target
schema.




Example

S = Student(studentid), Enrolls(studentid, courseid)
T = Grade(studentid, courseid, grade),
Teaches(instructerid, courseid)

VsV c Student(s) A Enrolls(s,c) — dg Grade(s,c,g))
VsVc Student(s) A Enrolls(s,c) — dt dg (Teaches(t,c) A Grade(s,c,

We omit all universal quantifiers
for the rest of this talk.




s-t tgds

* Widely used for relational schema mappings in data
exchange and data integration.

s-t tgds are also known as Global-Local-As-View (GLAV)
constraints. They contain:

Local-As-View (LAV) constraints
Global-As-View (GAV) constraints
as special cases.




GLAV, GAV, LAV
Schema Mappings

GAV mappings: ¢s(x) — R(x)
ds(X) is a conjunction of atoms over the source schema.
R(x) is an atom of the target schema.

Example: Copy, Projection, Join, ...
LAV mappings: R(x) — Jy y(x,y)

R(x) is an atom of the source schema.
P+(x,y) is a conjunction of atoms over the target schema.

Example: Copy, Decomposition, Add an attribute to a relation ...




Basic architecture behind
“mapping systems”
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Basic architecture behind

schema-mapping design systems

Extension of s-t tgds to

handle data exchange of

hierarchical data (e.g.,
Popa et al. 2002
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A visual specification

* How can we understand what gets generated from this?
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Schema Mappings

* To understand the precise semantics of what gets
generated, the user will have to inspect the generated
schema mapping or executable code.

* However, schema mappings and executable code can be
complex ...




Schema Mappings (one of several pages)

Map 2:
for sm2x0 in SO.dummy_COUNTRY_4
exists tm2x0 in S27.dummy_country_ 10, tm2xl in S27.dummy_organiza_13
where tm2x0.country.membership=tm2xl.organization.id,
satisf sm2x0.COUNTRY.AREA=tm2x0.country.area, sm2x0.COUNTRY.CAPITAL=tm2x0.country.capital,
sm2x0 .COUNTRY .CODE=tm2x0.country.id, sm2x0.COUNTRY .NAME=tm2x0.country.name,
sm2x0 .COUNTRY .POPULATION=tm2x0.country.population, (

Map 3:
for sm3x0 in SO.dummy_GEO_RIVE_23, sm3xl in SO.dummy_RIVER_24,
sm3x2 in SO.dummy_PROVINCE_5
where sm3x0.GEO_RIVER.RIVER=sm3x1l.RIVER.NAME, sm3x2.PROVINCE.NAME=sm3x0.GEO_RIVER.PROVINCE,
sm3x2 .PROVINCE .COUNTRY=sm2x0 .COUNTRY .CODE,
exists tm3x0 in S27.dummy_river_24, tm3xl in tm3x0.river.dummy_located_ 23,
tm3x4 in S27.dummy_country_ 10, tm3x5 in tm3x4.country.dummy_province_9,
tm3x6 in S27.dummy_organiza_13
where tm3x4.country.membership=tm3x6.organization.id, tm3x5.province.id=tm3xl.located.province,
tm2x0.country.id=tm3x1l.located.country,
satisf sm2x0.COUNTRY.AREA=tm3x4.country.area, sm2x0.COUNTRY.CAPITAL=tm3x4.country.capital,
sm2x0 .COUNTRY .CODE=tm3x4 .country.id, sm2x0.COUNTRY.NAME=tm3x4.country.name,
sm2x0 .COUNTRY .POPULATION=tm3x4.country.population, sm3x1l.RIVER.LENGTH=tm3x0.river.length,
sm3x0.GEO_RIVER.COUNTRY=tm3xl.located.country, sm3x0.GEO_RIVER.PROVINCE=tm3xl.located.province,
sm3x1.RIVER.NAME=tm3x0.river.name ), (
Map 4:
for sm4x0@ in SO.dummy_GEO_ISLA_ 25, sm4xl in SO.dummy_ISLAND_26,
sm4x2 in SO.dummy_PROVINCE_5
where sm4x0.GEO_ISLAND.ISLAND=sm4x1.ISLAND.NAME, sm4x2.PROVINCE.NAME=sm4x0.GEO_ISLAND.PROVINCE,
sm4x2 .PROVINCE .COUNTRY=sm2x0 .COUNTRY .CODE,
exists tmd4x0 in S27.dummy_island_26, tmd4xl in tmd4x0.island.dummy_located_25,
tmd4x4 in S27.dummy_country_10, tm4x5 in tm4x4.country.dummy_province_9,
tmd4x6 in S27.dummy_organiza_13
where tmé4x4.country.membership=tm4x6.organization.id, tm4x5.province.id=tm4xl.located.province,
tm2x0.country.id=tm4xl.located.country,
satisf sm2x0.COUNTRY.AREA=tm4x4.country.area, sm2x0.COUNTRY.CAPITAL=tm4x4.country.capital,
sm2x0 .COUNTRY .CODE=tm4x4 .country.id, sm2x0.COUNTRY.NAME=tm4x4.country.name,
sm2x0 .COUNTRY .POPULATION=tm4x4.country.population, sm4xl.ISLAND.AREA=tm4x0.island.area,
sm4x1 .ISLAND.COORDINATESLAT=tm4x0.island.latitude, sm4x0.GEO_ISLAND.COUNTRY=tm4xl.located.country,
sm4x0 .GEO_ISLAND.PROVINCE=tm4xl.located.province, sm4xl.ISLAND.COORDINATESLONG=tm4x0.island.longitude,
sm4x1.ISLAND .NAME=tm4x0.island.name ), (
Map 5:

for sm5x0@ in SO.dummy_GEO_SEA_19, sm5x1l in SO.dummy_SEA_ 20,
sm5x2 in SO.dummy_PROVINCE_5
where sm5x2.PROVINCE.NAME=sm5x0.GEO_SEA.PROVINCE, sm5x0.GEO_SEA.SEA=sm5x1.SEA.NAME,
sm5x2 .PROVINCE .COUNTRY=sm2x0 .COUNTRY .CODE,
exists tm5x0 in S27.dummy_sea_19, tm5xl in tm5x0.sea.dummy_located_18,
tm5x4 in S27.dummy_country_10, tm5x5 in tm5x4.country.dummy_province_9,
tm5x6 in S27.dummy_organiza_13
where tm5x4.country.membership=tm5x6.organization.id, tmS5x5.province.id=tm5xl.located.province,
tm2x0.country.id=tm5xl.located.country,
satisf sm2x0.COUNTRY.AREA=tm5x4.country.area, sm2x0.COUNTRY.CAPITAL=tm5x4.country.capital,
sm2x0 .COUNTRY .CODE=tm5x4 .country.id, sm2x0.COUNTRY.NAME=tm5x4.country.name,
sm2x0 .COUNTRY .POPULATION=tm5x4 .country.population, sm5x1l.SEA.DEPTH=tm5x0.sea.depth,
sm5x0.GEO_SEA.COUNTRY=tm5x1 .located.country, sm5x0.GEO_SEA.PROVINCE=tm5x1l.located.province,
bmel.SEA.NAME=tm5xO.Sea.name ). (



Schema mappings can be complex

* Additional tools are needed (beyond the inspection of the
visual specification and code) to design, understand, and
refine schema mappings.

- Idea: Use “good” data examples.

Analogous to using test cases in understanding/debugging
programs.

Earlier work by the database community includes:
Yan, Miller, Haas, Fagin — 2001

“Understanding and Refinement of Schema Mappings’
Gottlob, Senellart — 2008

“Schema mapping discovery from data instances”
Olston, Chopra, Srivastava — 2009

“Generating Example Data for Dataflow Programs”. .




The rest of this tutorial

Schema Mappings and Data Examples:

* Develop a framework for the systematic use of data
examples for designing schema mappings.

* Understand both the capabilities and limitations of data
examples in capturing, deriving, and designing schema

mappings.




Roadmap for tutorial

First half of tutorial:
v/ ° Background and Motivation
* Semantics of Schema Mappings
* From Schema Mappings to Data Examples

Second half of tutorial:
* From Data Examples to Schema Mappings
The Eirene and Muse Systems

Gottlob and Senellart’s framework for discovering schema
mappings

Learning schema mappings




